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Abstract—Entity resolution (ER) is the process of identifying
which entities in a dataset represent the same real-world ob-
ject. This paper proposes a progressive approach to ER using
MapReduce. In contrast to traditional ER, progressive ER aims
to resolve the dataset such that the rate at which the data quality
improves is maximized. Such a progressive approach is useful for
many emerging analytical applications that require low latency
response and/or in situations where the underlying resources are
constrained or costly to use. Experiments with real-world datasets
demonstrate the ability of our approach to generate high-quality
results using limited amounts of resolution cost.

I. INTRODUCTION

Entity Resolution (ER) is a well-known data quality chal-
lenge that arises when real-world objects are referred to using
entities or descriptions that are not always unique identifiers
of the objects [1]–[3]. The goal of ER is to identify which
entities refer to the same real-world object.

The naive approach to ER would compare every pair
of entities in the input dataset, using a compute-intensive
resolve/match function, to determine whether they co-refer or
not. Such an approach is infeasible in practice, especially for
large datasets. Hence, a typical ER process often starts by
employing a blocking strategy to reduce the overall number of
such comparisons. Blocking groups potentially similar entities
into a set of (possibly overlapping) blocks such that entities in
different blocks are unlikely to co-refer, restricting the pairwise
comparisons to the entities within each block.

Such an ER process is traditionally performed during the
creation of a data warehouse in an offline step that cleans
the data fully before making it available to analysis. This
strategy, however, is simply unsuitable for many emerging
analytical applications that require low latency response and/or
in situations where the underlying resources are constrained or
costly to use. To overcome this limitation, recent research has
begun to consider how progressiveness can be incorporated in
the context of ER [4]–[6].

Figure 1 illustrates the concept of progressive ER [5]. It
depicts the quality of the cleaned data as a function of the
resolution cost for three different types of ER approaches. Tra-
ditional ER algorithms produce results only after resolving the
entire dataset, reaching the maximum quality at the end. The
“incremental” curve shows the behavior of such algorithms
when they are configured to constantly produce results while
resolving the dataset. Progressive ER, one the other hand, aims
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Fig. 1: Progressive ER approach.

to resolve the dataset such that the rate at which the data
quality improves is maximized.

Such a progressive approach is motivated by several key
perspectives. It is well suited for applications that require low
latency response (and thus cannot tolerate delays caused by
cleaning the entire dataset), and/or interactive applications that
need to first compute initial analysis results and then progres-
sively refine those results while the data is being cleaned. A
progressive approach is also useful for small or medium sized
enterprises that continually collect, clean, and analyze very
large datasets. In this case, it would be counterproductive for
such enterprises to spend their limited computational resources
on cleaning each dataset in its entirety. With progressive ER,
however, the cleaning cost can be substantially reduced since
the ER process can be prematurely terminated whenever a
satisfactory level of quality is achieved. Such a cost-effective
resolution method is even more financially desirable if these
enterprises utilize public cloud infrastructures for their clean-
ing tasks.

The main idea of progressive ER is to prioritize/rank which
parts of the dataset to resolve first in order to identify as many
duplicate entities in the dataset as early as possible. To this
end, the authors in [5] propose the idea of using “hints” as a
mechanism for making ER algorithms progressive. Their idea
works as follows: to resolve a block (or a set of blocks that can
fit in memory) progressively, an appropriate hint is generated
first and then used by the ER algorithm as guidance for finding
duplicate entities as quickly as possible. The authors focus on
how to resolve a given block progressively, and for that, they
propose several ways of constructing hints that can be used by
a variety of ER algorithms to prioritize the resolution within
blocks. Subsequently, [6] proposes two progressive ER ap-
proaches that are based on the Sorted Neighbor algorithm [3].

In addition to progressively resolving datasets, exploit-
ing parallelism, using parallel computing frameworks such
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as MapReduce (MR) [7], has recently emerged as a new
innovation for scaling ER to large datasets [8]–[10], and
together with progressiveness, can expedite the delivery of the
ER results even further. In this paper, we explore a parallel
progressive approach to ER. To the best of our knowledge,
this combination of progressive and parallel ER has not been
explored in any prior work in the literature.

More specifically, we propose a parallel progressive ap-
proach to ER using MapReduce. (Although it has been
generally believed that the execution of an MR job must
finish before the results can be used, this is not the case.
In Section III, we show how we can generate the ER results
in an online/incremental fashion1.) Our approach can use any
progressive mechanism M to resolve the blocks, where M
refers to any ER algorithm (which can possibly be combined
with an appropriate hint) that can be applied on a block to
identify its duplicate pairs as quickly as possible.

To design such an approach, several new challenges, related
to the parallelization aspect of the problem as well as to the
way the progressive resolution should be performed at each
MR task, need to be addressed:

• Different Optimization Goal: In contrast to traditional ER’s
parallel approaches, where the goal is to minimize the total
execution time by balancing the resolution cost among the
MR tasks, a parallel progressive approach requires the MR
tasks to resolve the blocks in a way that maximizes the
rate at which duplicate pairs are identified. Achieving this
goal requires duplicate-aware strategies for partitioning the
blocks among the MR tasks, and prioritizing the resolution
of those blocks at each task.

• Block Size Skewness: In practice, some blocks of a very
large dataset can be quite large as well. Such blocks add
two dimensions of complexity to the design of a progressive
approach. First, assigning a large block that contains a
substantial percentage of duplicate pairs to a single MR
task may cause other tasks to resolve less beneficial blocks,
making them less effective in contributing to the quality of
the results. Thus, we need to develop a strategy for splitting
such a block into multiple smaller blocks that can be then
assigned to different tasks. Second, identifying the duplicate
pairs in large blocks requires incurring very high overhead
since the overhead of resolving a block (i.e., the cost of
generating a hint, the complexity of the ER algorithm,
etc.) grows often quadratically with the size/cardinality of
the block. Hence, it would be imperative to identify the
duplicate pairs in those blocks without having to incur such
high overhead.

• Incremental Resolution: In contrast to traditional ER, where
each block is resolved once and fully, progressive ER may
visit the same block multiple times to resolve it incremen-
tally. That is, it should temporarily stop resolving the block
at hand and consider another useful block whenever the rate
of duplicate detection starts decreasing. This hence requires
a strategy for revisiting the partially resolved blocks and
performing incremental work on them.

• Redundancy-Free Resolution: Since a pair of entities can

1Our approach has been implemented using Apache Hadoop [11], which is the most
widely used implementation of MapReduce. We note that our solution does not require
any modifications to the Hadoop implementation.

exist in multiple blocks (that are likely to be resolved by
different MR tasks), resolving that pair in each of those
blocks is wasteful and can deteriorate the efficiency of
the ER process. Hence, it is important to eliminate such
unnecessary pair resolutions. Although this issue exists for
the problem of ER in general [12]–[14], it requires a special
handling in a progressive approach: since such pairs belong
to multiple blocks at the same time, they often have higher
probability of being duplicates than those existing in a single
block only, and hence, resolving them early is expected to
improve the quality of the results.

To address these challenges, we develop a progressive
approach that consists of two MR jobs. The first job is used to
perform progressive blocking on the dataset; where each main
block is hierarchically divided into a set of smaller blocks that
can be organized as a tree of smaller blocks. The first job
also computes a set of statistics about the blocks that is then
utilized by the initialization of the map tasks of the second
job to generate a progressive schedule. A progressive schedule
specifies how to partition the set of trees among the reduce
tasks and the order in which each reduce task resolves its
assigned trees’ blocks. Each reduce task then resolves its trees
progressively in an incremental bottom-up fashion using the
specified progressive mechanism M .

Overall, the main contributions of this paper are:

• We propose a parallel progressive approach to entity reso-
lution using MapReduce (Section III).

• We present two models for estimating the cost of resolving
blocks and the number of duplicate pairs in them. We then
propose an approximate solution for the NP-hard problem
of generating a progressive schedule (Section IV).

• We develop a technique to eliminate unnecessary resolutions
of the pairs that exist in multiple blocks (Section V).

• We experimentally evaluate our approach using two real-
world datasets and demonstrate the efficacy of the proposed
solution (Section VI). In our experiments, we use one
mechanism from each of [5] and [6] to progressively resolve
the blocks.

Although our solution has been implemented using MapRe-
duce, the main idea and algorithmic parts of the approach can
be adopted into other frameworks such as Apache Spark [15]
or Apache Flink [16].

II. PRELIMINARIES

In this section, we first present a general model for tradi-
tional ER and then formally define the problem of progres-
sive ER. Finally, we identify and discuss the major research
challenges that arise when developing a progressive approach
to ER using MapReduce. (An overview of the MapReduce
paradigm can be found in our extended report [17] or in [7]).

A. Entity Resolution Model

Let D be a dataset that contains a number of entities D =
{e1, e2, . . . e|D|}, where ei represents the ith entity in D and
|D| is its cardinality. Table I shows an example of a people
dataset in which entities {e1, e2, e3}, {e4, e5}, {e6}, {e7},
{e8}, and {e9} represent six distinct people respectively.
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TABLE I: Toy people dataset.

ID Name State X1
i , i = Y 1

j , j =

e1 John Lopez HI 1 2

e2 John Lopez HI 1 2

e3 John Lopez AZ 1 1

e4 Charles Andrews LA 2 3

e5 Gharles Andrews LA 3 3

e6 Mary Gibson AZ 4 1

e7 Chloe Matthew AZ 2 1

e8 William Martin AZ 5 1

e9 Joey Brown LA 1 3

In general, a traditional ER algorithm takes as input a
dataset and returns a set of duplicate pairs. While details may
slightly vary by algorithms, a typical way of generating such
an output consists of two standard phases:

• Blocking partitions the dataset into (possibly overlapping)
blocks such that (i) if two entities might co-refer, they
will be placed together into at least one block and (ii) if
two entities are not placed together into at least one block,
they are highly unlikely to co-refer [18], [19]. Blocking is
the main divide-and-conquer style efficiency technique in
ER. Its goal is to reduce the (often quadratic) process of
comparing all pairs in the dataset to that of comparing only
the pairs within each block.

To achieve this goal, blocking could utilize multiple block-
ing functions {X1,Y1,Z1, . . . }. Each blocking function X

1

uses a blocking key to partition the dataset into a set of
disjoint blocks X

1(D) = {X1
1 , X

1
2 , . . . }2. For example, X1

in Table I uses the first two characters of the name value as
its blocking key, and hence partitions the dataset into five
blocks X1

1 , X1
2 , X1

3 , X1
4 , and X1

5 .

Due to a variety of data quality issues such as missing and
incorrect values, using a single blocking function may often
cause duplicate pairs to be spread over different blocks [14],
[20], [21]. For example, X1 causes the pair 〈e4, e5〉 to be
placed in two different blocks. Hence, it is crucial for any
ER algorithm to utilize several blocking functions to ensure
that every duplicate pair is placed into at least one block. For
instance, using Y

1, which partitions the entities in Table I
based on their state values, ensures that all duplicate pairs
in D will be compared.

• Similarity Computation iterates over the generated blocks
and resolves them fully, one at a time, using the ER algo-
rithm [1]. A clustering technique such as transitive closure
[1] or correlation clustering [22] may be applied at the end
to group duplicate entities into disjoint clusters such that
each cluster uniquely represents a single real-world object.

B. Progressive Entity Resolution

Before we formally define the problem of progressive ER,
we first describe an example of a progressive mechanism M ,
which is the Sorted Neighbor (SN ) algorithm [3] with its hint
proposed in [5].

To progressively resolve a block Xi
j = {e1, e2, e3, e4},

this mechanism first sorts the entities of Xi
j using a specific

2We assume that a blocking function maps each entity to a single block only, which
is typically the case.
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Fig. 2: Workflow of the basic approach using the people dataset given
in Table I.

attribute. Suppose that the obtained sorted list is [e3, e2, e4, e1].
Let rank(ei) be the index of ei in the sorted list of entities, and
distance(〈ei, ej〉) = |rank(ei) − rank(ej)|. For example,
rank(e2) = 2 and distance(〈e2, e4〉) = |2−3| = 1. Then, the
mechanism starts resolving the pairs in Xi

j in a non-decreasing
order based on their distance values. For example, it will
resolve the pair 〈e3, e2〉 before 〈e3, e4〉 because the distance of
the first pair, which is 1, is smaller than that of the second one.
(The intuition is that the closer the entities are to each other
in the sorted list, the more likely they are to be duplicates of
each other.) This process continues until a stopping condition
is met (e.g., when the rate of newly discovered duplicate pairs
drops below a certain threshold [5]) or until all pairs whose
distance value is less than w are compared, where w is an
input window size parameter value.

Now, given a dataset D, a set of blocking functions
{X1,Y1, Z1, . . . }, and a progressive mechanism M to resolve
the blocks, our goal is to develop an MR-based progressive
approach that maximizes the rate at which the data quality
improves. Developing an optimal progressive approach is
infeasible in practice since it would require an “oracle” that
knows in advance the set of entity pairs that, when resolved,
will have the highest influence on the quality of the results.
Thus, our goal translates into developing an approach that aims
to find as many duplicate pairs as quickly as possible, because
the more duplicate pairs it correctly identifies, the higher the
quality of the results is expected to be [4]–[6].

Given this goal, the quality of a progressive approach’s
result Result can be measured by the following discrete
sampling function [6]:

Qty(Result) =
1

N
·
|C|∑
i=1

W(ci) · Result(ci) (1)

where C = {c1, c2, . . . , c|C|} is a set of sampled cost
values (s.t. ci < ci+1), W(.) is a weighting function that
associates a weight value W(ci) ∈ [0, 1] with each cost ci
(s.t. W(ci) ≥ W(ci+1)), and Result(ci) is the number of
correct duplicate pairs identified in the interval (ci−1, ci]. (For
convenience, we assume the existence of a cost value c0 = 0
henceforth.) Finally, the value N is the total number of correct
duplicate pairs in the dataset and is used to normalize the
quality value so that Qty(Result) ∈ [0, 1].

C. Basic Approach and Its Limitations

In this section, we present a basic approach to progressive
ER and discuss its limitations. The workflow of this approach

913913913899899899899899899911911911
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Fig. 3: Workflow of our approach
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Fig. 4: An example illustrating the idea of progressive blocking. In this example, suppose
that |X1

1 | = 15, |X1
2 | = 25, |Y 1

1 | = 30, |X1
1 ∩Y 1

1 | = 10, |X1
2 ∩Y 1

1 | = 20, that X1 � Y
1,

and that each dashed block contains the pair 〈e1, e2〉.

is illustrated in Figure 2. It consists of a single MR job wherein
the map functions are used to read the input dataset, determine
for each entity its blocking key value(s), and then emit a key-
value pair for each blocking function, where the key consists
of the blocking key value followed by the function ID3, and the
value is the entire entity. The default hash-based partition
function would use the output key to assign all entities of the
same block to the same reduce task. The reduce function is
then called for each block and resolves it partially using the
specified mechanism M until the specified stopping condition
is met. Such a basic approach has several main limitations:

1) Its progressive schedule (i.e., the distribution of blocks
among the reduce tasks and the order in which blocks are
resolved at each task) is generated based on the blocking
key values of the blocks. Such a schedule generation does
not take into account how the duplicate pairs are distributed
among the blocks, and may hence cause the quality of the
results to be low, even if the load is balanced among the
reduce tasks. For instance, although the load in Figure 2 is
almost balanced between the two tasks, 75% of the duplicate
pairs are assigned to the first task, making the second one
less effective in contributing to the quality of the results.

2) Since each block is visited only once, determining an
appropriate threshold value for the stopping condition is dif-
ficult. Using an optimistic (conservative) value is expected
to increase (decrease) the rate at which duplicate pairs are
found, but will cause the quality of the final result to be low
(high). Hence, unless blocks are fully resolved, this approach
cannot guarantee that all duplicate pairs will be found.

3) It does not employ any optimization technique to reduce
the overhead of identifying the duplicate pairs in the blocks.
Such overhead can degrade the performance of the approach,
especially if large blocks (whose overhead is often high) are
scheduled to be resolved early.

4) Each pair of entities that exists in multiple blocks will be
redundantly resolved in each of them. To address this issue,
the approach in [14] resolves any such shared pair in the
common block that has the smallest blocking key value;
e.g., it would resolve the pair 〈e1, e2〉 in Figure 2 in Y 1

2
because its key value is smaller than that of X1

1 . Although
this strategy could be incorporated in this basic MR-based
approach, it does not aim to resolve the shared pairs early4;

3The function ID is used in the key to ensure that blocks generated from different
blocking functions but having the same blocking key value are not grouped together at
the reduce phase.

4Recall that shared pairs have high likelihood of being duplicates as they exist into the
same block according to multiple blocking functions, and hence any progressive approach
should aim to resolve such pairs as early as possible.

e.g., 〈e1, e2〉 is resolved in the last block of the second
reduce task, even though it could be resolved earlier by the
first one. This strategy also causes blocks with the smallest
blocking key values to be responsible for resolving a large
percent of shared pairs, which might increase the skewness
in the block cost values.

III. OUR APPROACH

Figure 3 depicts a high-level workflow of our approach.
It consists of two MR jobs. The first job is used to perform
progressive blocking on the dataset (explained next) and gather
statistics about the blocks (their sizes, the amount of overlap
among blocks, and so on). Such statistics are then utilized
by the second job to resolve the generated blocks in such a
way that overcomes the limitations discussed in Section II-C.
Before we describe the details of these two jobs, we present
below the idea of progressive blocking.

A. Progressive Blocking

In addition to the main blocking functions {X1,Y1,
Z
1, . . . }, our approach utilizes further sub-blocking functions

to progressively divide each main block into smaller blocks.
For each function X

1, we use N(X1) sub-blocking functions
{X2, X

3, . . . } such that each function X
i (s.t. 2 ≤ i ≤

N(X1) + 1) is applied on each block Xi−1
j , generating a set

of child blocks X
i(Xi−1

j ) = {Xi
k, X

i
l , . . . }. For example, we

could define for X1 used in Table I two sub-blocking functions
that respectively use the first three and five characters of the
name attribute value as their blocking keys.

The set of blocks resulting from applying X
1 and its sub-

blocking functions can be organized as a set of |X1(D)| trees,
which we refer to as the forest of X1. Each tree in this forest
is of height N(X1) and is rooted with a block X1

j . We denote

the tree whose root block is Xi
j as T (Xi

j). Figure 4 illustrates
the idea of progressive blocking. In this figure, the forest of
X

1 consists of two trees T (X1
1 ) and T (X1

2 ), and N(X1) = 2.

Our approach resolves the generated blocks in the reduce
phase of the second MR job in an incremental bottom-up fash-
ion, i.e., a child block is resolved before its parent. However,
blocks of different trees can be resolved in an interleaved way.
That is, we could resolve Y 3

1 in Figure 4 after resolving X3
3

and then resolve X3
1 .

The details of how a block Xi
j is resolved depend upon

whether it is a root block or not. If Xi
j is not a root, then we

resolve it partially as follows. We use the specified mechanism
M to quickly identify duplicate pairs until the number of

914914914900900900900900900912912912



identified non-duplicate/distinct pairs exceeds a termination
threshold Th(Xi

j). However, if Xi
j is a root, then we resolve it

fully. Note that, when resolving a parent block, our approach
should not need to repeat any resolution performed in its
child blocks. This, therefore, requires that each entire tree be
assigned to a single reduce task in the second MR job.

The idea of progressive blocking has two key advantages.
First, it makes it easier for our approach to identify duplicate
pairs as quickly as possible. In general, the effectiveness of
any mechanism M when resolving a block Xi

j is affected by

the complexity of applying M on Xi
j (which often grows

with the block size |Xi
j |) and the percentage of duplicate

pairs in Xi
j . Dividing Xi

j into smaller blocks increases the
effectiveness of M because (i) the smaller child blocks require
much less overhead, and (ii) the child blocks are expected to
have higher percentages of duplicate pairs than that of Xi

j
because, according to the definition of blocking, the likelihood
of assigning two duplicate entities of Xi

j to the same child
block is in general much higher than that of assigning two
distinct entities of Xi

j to the same child block.

Second, it allows us to employ different levels of aggres-
siveness when resolving non-root blocks. That is, we can
resolve leaf blocks very aggressively using low termination
threshold values, resolve their parents less aggressively using
higher termination values, and so on. This strategy helps our
approach avoid resolving a large number of distinct pairs at the
early stages of the execution without worrying about missing
any duplicate pairs since root blocks will be resolved fully. In
our experiments, we set the value Th(Xi

j) based on the size of

the block Xi
j in a way that ensures that the termination value

for a block is smaller than its parent’s.

The idea of progressive blocking is inspired by the hier-
archical partitioning hint proposed in [5]. That hint divides a
block into a hierarchy of partitions so that the ER algorithm
can prioritize which partitions to resolve first. Our approach,
on the other hand, divides each main block into a hierarchy
of child blocks, but it does not resolve the entire hierarchy
using a single invocation of the mechanism M . That is, each
block is treated as a stand-alone block in the sense that it is
resolved by M in isolation of the other blocks in its trees, and
blocks of different trees can be resolved in an interleaved way.
In fact, our approach can use the hierarchical partitioning hint
along with an appropriate ER algorithm as a mechanism M
for resolving the blocks.

B. Workflow of Our Approach

As shown in Figure 3, the first job of our approach
generates two outputs. The first output, which is produced
by the map phase, is an annotated dataset that contains an
annotated entity e∗i for each entity ei ∈ D. Entity e∗i consists of
the blocking key values of ei appended by the entire entity ei.
The annotated dataset can simply be generated by having the
map function determine, for each input entity ei, its blocking
key values and then emit its annotated version e∗i .

The second output, which is produced by the reduce phase,
is a set of statistics about the blocks. It consists of (i) the size
of each block, (ii) the blocking key values of the child blocks
for each parent block, and (iii) the number of shared entities

among some sets of blocks. The need for these statistics will
become apparent as we explain our approach. The detailed
implementation of how the first job collects and generates these
statistics is straightforward and explained in [17].

The set of statistics is then read by the setup function of
each map task of the second MR job to generate a progressive
schedule. A progressive schedule consists of one tree schedule,
and one block schedule per each reduce task. A tree schedule
partitions the set of trees among the reduce tasks such that
each tree is assigned to a single task. The block schedule of
a reduce task specifies the order in which the blocks of that
task’s assigned trees should be resolved.

A high-quality progressive schedule should ensure that
each reduce task spend as much of its early execution phases
as possible in identifying duplicate pairs whilst minimizing
performing any useless work (i.e., generating hints, resolving
distinct pairs, etc.). Hence, the generation of such a schedule
should be based on a trade-off between the number of duplicate
pairs in the blocks and the cost of resolving them.

To this end, we develop a schedule generation algorithm
that consists of three phases. In the first phase, we determine
for each shared pair (i.e., the pair that exists in multiple blocks)
which of those blocks should be responsible for resolving
it, referred to as the responsible block. Although eliminating
redundant resolution can be performed without determining re-
sponsible blocks at the schedule generation time as in [14], this
phase is important to accurately estimate the cost of resolving
blocks and the number of duplicate pairs in them. This is
because it allows us to compute, for each block Xi

j , the number

of its covered pairs Cov(Xi
j); i.e., those whose responsible

block is Xi
j . Since shared pairs have high likelihood of being

duplicates, and often constitute a substantial percentage of the
total number of pairs [13], [14], [18], an accurate estimation
of the cost and duplicate values of a block should ignore the
number of its uncovered shared pairs.

In the second phase, we estimate, for each block Xi
j , the

number of duplicate pairs that are expected to be identified
when resolving Xi

j , denoted as Dup(Xi
j), and the cost of

resolving Xi
j , denoted as Cost(Xi

j). In the third phase, we
generate a progressive schedule based on the estimated du-
plicate and cost values of the blocks. These three phases are
explained in Section IV.

As part of the schedule generation, our approach assigns a
range of sequence values for each reduce task, and a unique
sequence value SQ(Xi

j) for each block Xi
j such that SQ(Xi

j) is
within the range of sequence values of the reduce task to which
Xi

j is assigned. These sequence values are used by the map
and partition functions to route blocks to their designated
reduce tasks, and are generated in such a way that allows for
the blocks of each reduce task to be sorted according to its
block schedule.

After generating a schedule, the map function of each
map task will read a partition of the annotated dataset, and
output, for each entity e∗i , a key-value pair (SQ(Xk

l ), ei⊕
List(ei, X

k
l )) for each block Xk

l containing ei
5, where ⊕

5Note that this is a naive implementation of the map function. Instead of emitting a key-
value pair per each block containing ei, we describe in [17] our actual implementation
that limits the number of such emitted pairs to one per each tree containing ei.
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is a concatenation symbol. The value List(ei, X
k
l ) is a list

of unique dominance values that will be used by the reduce
tasks to avoid resolving the same pair redundantly. Section V
explains the construction and use of these list values.

The partition function can simply use the key of each
emitted pair to route the corresponding entity to its designated
reduce task. At the reduce side, each reduce task sorts its
blocks based on their sequence values and then calls the
reduce function for each block to resolve it as described
in Section III-A. In order to produce the identified duplicate
pairs incrementally, we implement the reduce function such
that it outputs the results to a different file every α units of
cost. Thus, the resolution results at any instance of time during
the resolution process can be simply obtained by merging all
completely written files up to that time.

IV. PROGRESSIVE SCHEDULE

In this section, we respectively describe the three phases
of generating a progressive schedule.

A. Responsible Trees
Our approach assigns the responsibility of resolving a

shared pair to one of the trees containing that pair. For instance,
the pair 〈e1, e2〉 in Figure 4 should be assigned to either T (X1

1 )
or T (Y 1

1 ). Such a pair may then be resolved in one of the
blocks of its responsible tree. Note that the responsibility of
resolving a pair cannot be assigned at the block level. That
is, given the pair 〈e1, e2〉 in Figure 4, we cannot, for instance,
declare X3

1 to be its first responsible block and Y 3
1 to be its

responsible block in case it is not resolved in X3
1 . This is

because the two trees may be assigned to different reduce tasks
and hence the information of which pairs have been resolved
cannot be shared among those tasks.

Strategy. To determine responsible trees, we first define a total
order dominance relation �T on the set of all trees as follows.
Given two trees T (Xi

j) and T (Y k
l ), T (Xi

j) dominates T (Y k
l ),

denoted as T (Xi
j) 	 T (Y k

l ), only if, for every pair of entities

〈em, en〉 in Xi
j ∩Y k

l , the following holds: (i) T (Y k
l ) is not the

responsible tree of the pair, and (ii) T (Xi
j) is the responsible

tree of 〈em, en〉 iff there exists no T (Zp
q ) such that 〈em, en〉

in Xi
j ∩ Zp

q and T (Zp
q ) 	 T (Xi

j).

Given two trees T (Xi
j) and T (Y k

l ), the decision of which
tree dominates the other should intuitively be based on the
percentage of duplicate pairs in each of them. If Xi

j has

a higher percentage of duplicate pairs, then T (Xi
j) should

dominate T (Y k
l ). This is because, when resolving a beneficial

block of T (Xi
j), which is more likely to be resolved earlier

than blocks of T (Y k
l ), it is important that we do not ignore/skip

resolving the pairs that are shared with T (Y k
l ), as they have

high likelihood of being duplicates.

Hence, to specify �T , we further define a total order
dominance relation �F on the set of main blocking functions
such that if X1 	 Y

1, then T (Xi
j) 	 T (Y k

l ) for every two trees

T (Xi
j) and T (Y k

l ). (We use Index(X1) to refer to the index

of the main blocking function X
1 in the total order specified

by �F . For example, if X
1 	 Y

1 	 Z
1, then Index(X1) = 1

and Index(Z1) = 3.) The total order on trees of the same
forest can be arbitrary since those trees do not overlap.

Specifying an effective dominance relation �F should be
based on how good each main blocking function X

1 is in
reducing the total number of pairwise comparisons while still
maximizing the number of duplicate pairs contained in its
blocks. In practice, such a relation can be pre-specified by
a domain expert based on, for instance, the significance of
the attributes on which the blocking functions are defined.
For example, we can choose X

1 to dominate Y
1 in Table I

since performing blocking on the state attribute is expected to
generate a few blocks (due to the number of states), causing
each block to be unnecessarily large, which thus reduces its
percentage of duplicate pairs. Also, �F can be specified even
more easily if the set of blocking functions is automatically
determined using approaches such as [20], [21]. For instance,
[20] estimates for each blocking function the number of
(covered and uncovered) distinct and duplicate pairs that exist
in its blocks. Thus, we can set X

1 to dominate Y
1 if its

estimated number of duplicate pairs divided by its total number
of pairs is greater than that of Y1.

Advantages. Specifying a total order on the main blocking
functions has two key advantages. First, it allows us to
effectively determine the number of sub-blocking functions
N(X1) of each function X

1. In general, the more dominating a
function X

1 is, the larger the percentage of covered duplicate
pairs its blocks contain, and hence, a higher value should be
specified for N(X1) to easily identify those duplicate pairs.

Second, it makes it easier and more efficient to compute
the number of covered pairs of blocks. To illustrate, let us first
explain how we compute the value of Cov(Xi

j). This value

is equal to Pairs(|Xi
j |)− Uncov(Xi

j) where Pairs(|Xi
j |) =

|Xi
j | · (|Xi

j | − 1)/2, which is the total number of pairs, and

Uncov(Xi
j) is the number of uncovered pairs in Xi

j . Given

the relation �F , Uncov(Xi
j) is computed, using the inclusion-

exclusion principle, by considering only the root blocks of the
main blocking functions that dominate X

1, as follows:

Uncov(Xi
j) =

m−1∑
k=1

(−1)k+1 ·
( ∑

H∈{BCK(l1)×···×BCK(lk)}
1≤ l1 < ... < lk ≤m−1

Pairs(OLP({Xi
j} ∪H))

)

where m = Index(X1), OLP(.) is a function that takes as
input a set of blocks and returns the number of entities that are
shared among all of those blocks (this value is computed by the
first MR job of our approach as explained in [17]), and BCK(l)
is the set of blocks generated from applying the main blocking
function, whose Index(.) value is equal to l, on the dataset D.
For instance, if Index(X1) = 1, then BCK(1) = X

1(D). As an
example, the value Uncov(.) for each block X1

i in Figure 4 is
simply zero since X

1 is the most dominating function, whereas
Uncov(Y 1

1 ) = Pairs(10) + Pairs(20) = 45 + 190 = 235.

Although the complexity of the above computation is
O(Πm−1

l=1 |BCK(l)|), we argue that it can be performed effi-
ciently for the following reasons. First, the number of main
blocking functions is quite small in practice (3 to 5 functions)
[14]. Second, since we employ a lesser number of sub-blocking
functions as the value of Index(.) increases, the number of
blocks, for which the computation of uncovered pairs will be
of high complexity, is expected to be low.
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Without specifying a total order on the set of main blocking
functions, the complexity of computing Uncov(Xi

j) would be

significantly higher; it would be O(Πn−1
l=1 |BCK(l)|) irrespective

of the index(X1) value, where n is the number of main
blocking functions.

B. Duplicate and Cost Estimation

We first present our duplicate and cost models and then
describe how we compute the duplicate and cost values of the
blocks.

Duplicate Estimation. Estimating the number of duplicate
pairs in a block is a challenging task. In our approach, we

associate a function dX
i

(.) with each blocking function X
i

such that dX
i

(.) takes as input a block Xi
j and returns the

estimated number of covered duplicate pairs in it. (For ease of

notation, we will omit the superscript Xi from dX
i

henceforth.)
Our approach is agnostic to the way the function d(.) is
implemented. In Section VI, we discuss the implementation
that we used in our experiments. Given a function d(.), the
Dup(Xi

j) value can be estimated as follows:

Dup(Xi
j) = Frac(Xi

j) · d(Xi
j) −

∑
Xk

l ∈Chd(Xi
j)

Frac(Xk
j ) · d(Xk

l ) (2)

where Chd(Xi
j) is the set of child blocks of Xi

j (which

is = {} if Xi
j is a leaf block) and Frac(Xi

j) ∈ [0, 1] is a
parameter that determines the fraction of duplicate pairs that
M is expected to find when resolving Xi

j partially. This value

should be set in compliance with the termination value Th(Xi
j).

Cost Estimation. In general, the resolution cost cost(Xi
j)

consists of (i) the cost of applying the resolve/match function
on the entity pairs of Xi

j , and (ii) any additional cost that may

be spent on generating a hint for Xi
j , reading Xi

j’s entities,
sorting those entities as in the SN algorithm, and so on.
Estimating cost(Xi

j) depends upon whether Xi
j is a root block

or not. If Xi
j is not a root, then its cost is estimated as follows:

Cost(Xi
j) = CostA(Xi

j) + CostP(Xi
j) (3)

where CostA(Xi
j) is the additional cost of Xi

j and

CostP(Xi
j) is the cost of resolving the Dup(Xi

j) duplicate

pairs and the Dis(Xi
j) distinct pairs needed to terminate the

mechanism M on the block Xi
j . The value Dis(Xi

j) is set to

the minimum of Th(Xi
j) and the number of remaining pairs

Remain(Xi
j), which is estimated as follows:

Remain(Xi
j) = Cov(Xi

j)− d(Xi
j)−

∑
Xk

l ∈Desc(Xi
j)

Dis(Xk
l )) (4)

where Desc(Xi
j) is the set of descendant blocks of Xi

j .

However, if Xi
j is a root block, then the cost of resolving

it fully is estimated as follows:

Cost(Xi
j) = CostA(Xi

j)+CostF(Xi
j)−

∑
Xk

l ∈Desc(Xi
j)

CostP(Xk
l ) (5)

where CostF(Xi
j) is the cost of resolving Xi

j fully.
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0 c1 ∗ r
Fig. 5: The first few blocks in the list SL corresponding to the
example in Figure 4. The exemplary number above each block
indicates its cost value. In this example, suppose that C = {c1 =
10, c2 = 20, c3 = 30} and that r = 3.

Computation Algorithm. To estimate the duplicate and cost
values of blocks, we consider one tree at a time and estimate
those values for its blocks in a bottom-up fashion. That is,
we estimate those two values for a block only after estimating
them for all of its child blocks. We also compute a utility value
Util(Xi

j) for each block Xi
j after estimating its duplicate

and cost values, where Util(Xi
j) = Dup(Xi

j)/Cost(X
i
j).

The utility values measure how beneficial the blocks are, and
hence are used by our approach when generating a progressive
schedule. In [17], we present a block elimination technique that
eliminates unnecessary blocks from the trees and ensures that
each child block is resolved before its parent.

C. Schedule Generation

Given a cost vector C, a weighting function W(.)6, and the
estimated cost and duplicate values of the blocks, our goal
is to generate a progressive schedule whose expected result
maximizes the quality value as defined in Equation 1.

1) NP-Hardness: The optimal progressive schedule can
be generated as follows. First, we sort the blocks in a non-
increasing order based on their utility values. We refer to
this sorted list as SL. Second, we divide the blocks accord-
ing to their positions in SL into buckets such that the ith

bucket consists of the blocks that can be resolved during the
(ci−1 ∗ r, ci ∗ r] units of cost, where r is the number of reduce
tasks. In Figure 5, the first six blocks from the left constitute
the first bucket of SL because they can be resolved in the first
c1 ∗ r units of cost. Third, we partition the trees among the
reduce tasks such that each task is assigned the same amount
of cost (i.e., ci − ci−1) from the total cost of the ith bucket,
where i ∈ [1, |C|]. Fourth, we sort the blocks of each task in
a non-increasing order based on their utility values7.

Generating such a solution can be proven to be NP-hard
[23]. In addition, the above solution ignores the fact that some
trees can be so large that makes it infeasible to balance the
cost of some buckets of SL. To illustrate, consider the tree
T (X1

1 ) in Figure 5. The total cost of this tree’s blocks in the
first bucket is 20 which exceeds c1 = 10. Assigning T (X1

1 ) to
a single task will cause other tasks to resolve less beneficial
blocks during their first c1 units of cost, reducing overall rate
of duplicate detection during the (c0, c1] interval.

Thus, we propose in the next section an approximate
solution that first splits any such overflowed tree into multiple
smaller non-overflowed trees that can be then assigned to

6In [17], we discuss several ways for specifying the weighting function and the cost
vector, and also describe how our approach can be used to optimize for the case where
the goal is to generate the highest possible quality result given a resolution cost budget.

7This optimal solution assumes that the rate of duplicate detection within each block
is uniform.
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different tasks, and then uses a greedy algorithm that approx-
imates the optimal solution described earlier.

2) Approximate Solution: The high-level overview of our
approximate solution is presented in Figure 6. It consists
of three steps. The first step iteratively identifies the set of
overflowed trees (those that should be split) and then splits b
of them, where b is a batch size parameter that we explain
later. The second step then generates the tree schedule by
partitioning the set of trees (including the newly split ones)
among the reduce tasks. Finally, the third step generates a
block schedule for each task by sorting its assigned trees’
blocks in non-increasing order based on their utility values.

Identify-Trees. To identify the set of overflowed trees, the
IDENTIFY-TREES(.) function first generates the list SL by
sorting the blocks in a non-increasing order based on their
utility values. Then, it computes for each root block Xi

j a

cost vector VC(Xi
j) of size |C|, where the VC(Xi

j)[k] value

is the total cost of the blocks in T (Xi
j) that exist in the kth

bucket of SL, and k ∈ [1, |C|]. In Figure 5, VC(X1
1 )[1] =

5+5+4+6 = 20. Finally, it marks a tree T (Xi
j) as overflowed

only if ∃ VC(Xi
j)[k] s.t. VC(Xi

j)[k] > (ck − ck−1).

Split-Tree. Before we describe the SPLIT-TREE(.) function,
we first present our split strategy. Consider the tree T (X1

1 ) in
Figure 4. Suppose we split the sub-tree whose root block is
X2

3 from T (X1
1 ); i.e., we remove the edge connecting X1

1 and
X2

3 . As a result of this split, block X2
3 should now be resolved

fully because otherwise our approach, when resolving X1
1 , will

not be able determine which portion of X2
3 has been already

resolved. This, therefore, requires updating the cost, duplicate,
and utility values of both X1

1 and X2
3 . The value Cost(X1

1 )
can be updated by decreasing Cov(X1

1 ) by Cov(X2
3 ), updating

Desc(X1
1 ) accordingly, and then re-using Equation 5, whereas

Cost(X2
3 ) can be updated by using Equation 5 instead of

Equation 3. On the other hand, Dup(X2
3 ) can be updated by

setting Frac(X2
3 ) to 1, and then re-using Equation 2, whereas

Dup(X1
1 ) can be set to its current value minus the increase

in the number of duplicate pairs of X2
3 . The utility values of

those two blocks can be then updated accordingly.

It is important to note that splitting a sub-tree would
likely cause a high reduction in the utility value of its root
block because of the expected significant increase in its cost
value and the slight increase in its duplicate value. Thus,
the splitting algorithm should be designed carefully to avoid
splitting sub-trees whose root blocks are very beneficial (i.e.,
have high utility values) because that would minimize the
number of beneficial blocks and hence reduce the expected
progressiveness of the approach.

Given our split strategy, the SPLIT-TREE(.) function em-
ploys a greedy algorithm to split the input tree. It first creates
a new empty cost vector for the root block Xi

j . Then, it sorts

the child blocks of Xi
j in a non-increasing order based on

their utility values. This sorting will minimize the chance of
splitting high beneficial blocks as we shall see next. Next, the
algorithm iterates over the sorted child blocks, and for each
block Xk

l , checks whether the tree T (Xk
l ) should be split or

not. The SHOULD-SPLIT(.) function performs the following
steps. First, it computes a new cost value Cost(Xi

j) for Xi
j by

assuming that Chd(Xi
j) = E ∪ {Xk

l }. Second, it sets the sth

GENERATE-SCHEDULE(trees, r)
1 BlockList[ ] blocks // one list for each reduce task
2 while (true)
3 overflowedTrees ← IDENTIFY-TREES(trees)
4 if overflowedTrees.size() == 0 then
5 break
6 for i ← 0 to b do
7 SPLIT-TREE(overflowedTrees[i], trees)
8 PARTITION-TREES(trees, blocks)
9 for i ← 0 to r do

10 SORT-BLOCKS(blocks[i])
11 return blocks

SPLIT-TREE(T (Xi
j), trees)

1 E ← {}
2 V∗ ← 〈0, 0, . . . 〉
3 SORT-BLOCKS(Chd(Xi

j))
4 foreach Xk

l ∈ Chd(Xi
j) do

5 if SHOULD-SPLIT(Xk
l , X

i
j , V

∗, E) then
6 SPLIT(Xk

l , trees)
7 else
8 E = E ∪ {Xk

l }
Fig. 6: Schedule generation algorithm.

value of V∗ to Cost(Xi
j) where the sth bucket is the bucket

of SL that contains Xi
j . (While we update the cost value of

Xi
j , we do not update Xi

j’s position in SL because that would

require re-sorting SL for each child block of Xi
j .) Third, it

returns true if ∃ ch s.t.
∑

Xp
q∈(E∪{Xk

l }) V
C(Xp

q )[h] + V∗[h] >
(ch − ch−1).

After splitting the tree T (Xi
j), Xi

j and any child block

removed from Chd(Xi
j) will now have new utility values. This,

therefore, requires that we re-sort SL to update their positions
in SL and update the set of overflowed trees accordingly. In
order to minimize the sorting overhead, we propose to split b
trees at each iteration. In practice, the number of overflowed
trees is quite low, and thus b can be set to a small value.

Partition-Trees. The set of all trees should now be partitioned
among the reduce tasks in the same way as described in the
optimal solution in Section IV-C1. Since this problem is NP-
hard, the ASSIGN-TREES(.) function uses a greedy algorithm
that first computes, for each tree T (Xi

j), a weighted cost value∑
h∈[1,|C|] W(ch) ·VC(Xi

j)[h], and then sorts the trees in a non-
increasing order based on their weighted cost values. Next, it
iterates over the sorted list, and for each tree T (Xi

j), assigns
it to the reduce task R that has the largest slack value SK(R),
where SK(R) is computed as follows:

SK(R) =
∑

h∈[1,|C|]
δh · W(ch) ·

(
ch − ch−1 −

∑
Xk

l ∈Assigned(R)

VC(Xk
l )[h]

)

where Assigned(R) is the set of trees that have been
already assigned to R, and δh is equal to one if VC(Xi

j)[h] > 0
and zero otherwise.

V. REDUNDANCY-FREE RESOLUTION

As part of the schedule generation, our approach assigns
a unique dominance value Dom(T (Xi

j)) for each tree T (Xi
j).
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SHOULD-RESOLVE(ek, el, index, n)
1 for m← 1 to (index−1) do
2 if List(ek, Xi

j)[m] == List(el, X
i
j)[m] then

3 return false
4 if List(ek, Xi

j).size() > n & List(el, X
i
j).size() > n then

5 if List(ek, Xi
j)[n+ 1] == List(el, X

i
j)[n+ 1] then

6 return false
7 return true

Fig. 7: Responsibility check.

These dominance values are encoded in the key-value pairs
emitted from the map functions and are utilized by the reduce
functions to eliminate redundant resolution of shared pairs.

As described in Section III-B, the value part of each emit-
ted pair from the map function is appended with List(ei, X

k
l ).

This list consists of n or n+ 1 dominance values, where n is
the number of main blocking functions. The jth value of the
list, where 1 ≤ j ≤ n, is specified as follows:

List(ei, X
k
l )[j] =

{
Dom(TreeOf(Xk

l )) if Index(X1) = j

Dom(T (Y 1
h )) Otherwise

where TreeOf(Xk
l ) is a function that maps a given block

to the tree to which the block belongs, and Y 1
h ∈ Y(D) is

the main block such that ei ∈ Y 1
h and Index(Y) = j. In

addition, if there exists a tree T (Xp
q ) such that ei ∈ Xp

q

and Xp
q is the highest descendant block of Xk

l that is a
root of a tree, then Dom(T (Xp

q )) is added as the (n + 1)st

value in List(ei, X
k
l ). As an example, suppose that the tree

T (X2
1 ) in Figure 4 is split from T (X1

1 ) and that T (X3
1 ) is

split from T (X2
1 ). Then, the value of List(e1, X

2
1 ) will be

= [Dom(T (X2
1 )), Dom(T (Y

1
1 )), Dom(T (X

3
1 ))].

At the reduce side, when resolving a block Xi
j , the reduce

function utilizes the dominance lists of the block’s entities as
follows. Before resolving a pair 〈ek, el〉, it calls the function
SHOULD-RESOLVE(.) in Figure 7 to check whether Xi

j is
responsible for resolving that pair or not. This function takes
as input the two entities ek and el, the value Index(X1), and
the number of main blocking functions. The for loop checks
if the pair should be resolved by a tree in the forest of X1. If
so, then the function checks if the pair belongs to another tree
that was split from the tree to which Xi

j belongs. If not, then

the function returns true, indicating that Xi
j is the responsible

block for resolving 〈ek, el〉.

VI. EXPERIMENTAL EVALUATION

In this section, we evaluate the performance of our pro-
gressive ER approach using two real-world datasets.

A. Experimental Setup

1) Experimental Environment: Our experiments were con-
ducted using Hadoop 1.2.1 [11] on a cluster of 25 machines.
Each machine has a Dual-Core AMD Opteron processor, 8
GB of main memory, and two 1 TB hard disks. We made
the following changes to the default Hadoop configuration:
we ran at most two concurrent map and two concurrent reduce
tasks on each machine, allocated 2 GB heap size for each task,

TABLE II: Utilized blocking functions.

Blocking KeyBlocking
Function CiteSeerX OL-Books

X
1 title.sub(0, 2) title.sub(0, 3)

X
2 title.sub(0, 4) title.sub(0, 5)

X
3 title.sub(0, 8) title.sub(0, 8)

Y
1 abstract.sub(0, 3) authors.sub(0, 3)

Y
2 abstract.sub(0, 5) authors.sub(0, 5)

Z
1 venue.sub(0, 3) publisher.sub(0, 3)

Z
2 venue.sub(0, 5) publisher.sub(0, 5)

disabled the speculative execution feature, set the replication
factor to 1, and changed the block size so that the number of
required map tasks is equal to the maximum number of map
tasks that can be run simultaneously.

2) Datasets: We utilized in our experiments a publication
dataset called CiteSeerX [24], which consists of 1.5 million
entities, and a book dataset called OL-Books [25], which
consists of 30 million entities. The sizes of these two datasets
are 1.35 GB and 8.64 GB respectively. We used CiteSeerX
in the experiments in Sections VI-B1 and VI-B2, and used
OL-Books in the experiments in Sections VI-B3 and VI-B4.
(Additional experiments can be found in [17].)

Table II shows the blocking functions that we used for both
datasets. For example, we used three main blocking functions
on CiteSeerX. The first function uses the first two characters
of the title attribute as its blocking key and is associated with
two sub-blocking functions. In both datasets, the total order
on the blocking functions is X

1 	 Y
1 	 Z

1.

When resolving a pair of entities, we applied similarity
functions on multiple individual attributes and then used the
weighted summation of the attribute similarities to decide
whether the two entities co-refer or not. For CiteSeerX, we
measured the similarity between the title, abstract8 and venue
values using edit distance. For OL-Books, we compared the
values of eight attributes using edit distance or exact matching.

3) Progressive Mechanism (M ): We used two mechanisms
to progressively resolve the blocks. The first mechanism is the
Sorted Neighbor (SN ) algorithm [3] with its hint proposed
in [5] and the second one is the Progressive Sorted Neighbor
Method (PSNM) proposed in [6]. We used the first mechanism
for CiteSeerX and the second one for OL-Books. In both
mechanisms, we sort the entities of each block using the values
of the attribute on which the blocking was performed. For
example, as indicated in Table II, we sort any block Xi

j of
CiteSeerX based on the entire title attribute value. In [17], we
show how we estimate the values of CostA(.), CostP(.), and
CostF(.) for the two mechanisms.

4) Duplicate Estimation: We estimate the number of cov-
ered duplicate pairs of a block Xi

j as follows: d(Xi
j) =

Prob(|Xi
j |)·Pairs(|Xi

j |), where Prob(|Xi
j |) is the probability

that a covered pair of entities in Xi
j is duplicate. We experi-

mentally observed that the smaller the block Xi
j is, the higher

its percentage of duplicate pairs is. Thus, we set the probability
value based on the fraction of the block size to the dataset size.
More specifically, for each blocking function X

i, we divided

8The similarity function that is defined on the abstract attribute compares only the
first ≤ 350 characters of the two input abstract values.
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Fig. 8: Comparison with Basic where w = 15 in the left two sub-figures, and w = 5 in the right sub-figure.

the fraction range [0, 1] into multiple smaller variable-size sub-
ranges and learned, from a training dataset, a probability value
for each sub-range.

5) Parameter Settings: For our approach, we set the win-
dow size w of SN , the termination value Th(Xi

j), and the

fraction value Frac(Xi
j) based on the level of that block. We

set w to 15 if the block Xi
j is a root block (because it is the

smallest value that allows us to identify more than 99% of the
duplicate pairs), to 5 if Xi

j is a leaf bock, and to 10 otherwise.
Furthermore, since a block is to be resolved more aggressively
than its parent, we set Th(Xi

j) to |Xi
j | and set Frac(Xi

j) as

follows. We set it to 0.8 (to 0.85) if Xi
j is a leaf block, and

to 0.9 (to 0.95) if Xi
j is a non-leaf non-root block for the

CiteSeerX (OL-Books) dataset.

6) Result Presentation: The figures used for performance
measurements plot the duplicate recall (which is the ratio
of the correctly resolved duplicate pairs to the total number
of duplicate pairs in the ground truth) as a function of the
execution time. For better readability, we show the duplicate
recall for only the first x seconds of execution, where x is
different for different experiments depending on the size of
the dataset and the number of machines used; e.g., x = 1, 800
in Figure 8. Nonetheless, the final recall values along with
the total execution times of all approaches compared in each
experiment can be found in [17]; in this paper, we report those
values for the first experiment (Section VI-B1) only.

B. Experimental Results
1) Comparison with Basic: In this experiment, we compare

our approach with the Basic approach described in Section II-C
using 10 machines. In Basic, we incorporated the technique
proposed in [14] to avoid resolving the same shared pair
multiple times, used two window sizes, and utilized the Pop-
corn scheme [5] with different stopping threshold values. The
popcorn scheme terminates the mechanism M on the block
at hand when the rate of the newly identified duplicate pairs
drops below the specified threshold.

The results of this experiment are shown in Figure 8 and
Table III9. The Basic F curve corresponds to the basic approach
wherein the stopping condition is never met; i.e., each block
is resolved to completion. The final recall and total execution
time of our approach are 0.99 and 10, 126 seconds respectively.

9Due to space limitation, when the window size w is 5, we only plot the results for
the best four popcorn threshold values. The plots for the complete set of threshold values
can be found in [17].

TABLE III: Final recall and total execution time for Basic.

Final Recall Execution Time (Sec)Thresh.
w = 5 w = 15 w = 5 w = 15

0.1 0.20 0.20 974 1, 081

0.07 0.60 0.60 1, 792 1, 825

0.04 0.67 0.68 2, 347 2, 642

0.01 0.78 0.78 2, 787 2, 803

0.007 0.90 0.91 4, 682 5, 150

0.004 0.91 0.92 5, 308 5, 585

0.001 0.91 0.93 5, 431 5, 983

0.00001 0.92 0.95 7, 089 24, 030

F 0.92 0.95 7, 042 24, 251

The results demonstrate the following. First, there exists
a large performance gap between our approach and Basic,
which is mainly due to its limitations discussed in Section II-C.
Our approach quickly achieves a high recall value whereas
Basic needs more time to reach even a lower recall. Second,
reducing the window size for Basic to 5 (which is the same
value that we use for the leaf blocks in our approach) does
not significantly improve its progressiveness. This is since the
overhead of sorting entities and resolving distinct pairs is high.
Third, specifying an appropriate popcorn threshold value is
difficult. As anticipated, the more conservative the popcorn
threshold is, the lower the rate of duplicate detection is, but
the higher the final recall is. (In [17], we discuss why Basic F
does not achieve the highest possible final recall value.)

2) Different Tree Schedulers: In this experiment, we evalu-
ate the effectiveness of our tree schedule generation algorithm
(Lines 1-8 of Figure 6) by comparing it with two other
algorithms. (We note that the block schedule of each reduce
task in these two algorithms is generated in the same way as
in our approach.)

The first algorithm, denoted as NoSplit, is a variation of
our algorithm that uses the same tree scheduling, but without
the tree-split mechanism. The second algorithm is called the
Longest Processing Time (LPT) [23], which is a well-known
scheduling algorithm aiming to minimize the total execution
time of a job by balancing the load among the available
processors. In our approach, this algorithm is implemented as
follows. It first sorts the trees in a non-increasing order based
on their cost values. Then, it iterates over the sorted list of
trees, and for each tree, assigns it to the reduce task that has
the least total cost of already assigned trees. This algorithm is
guaranteed to have a total execution time within ( 43− 1

3·r ) times
the optimal execution time where r is the number of reduce
tasks [23]. We chose this algorithm because, to the best of
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Fig. 9: Different tree schedulers where the values of μ in the three sub-figures (from left to right) are 10, 15, and 20 respectively.
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Fig. 10: Comparison with Basic where the values of θ (which is = number of entities/number of machines) in the three sub-figures (from
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our knowledge, there exists no ER solution in the literature
that can dynamically handle large blocks for the purpose of
load balancing. The approaches in [9], [26] use a fixed ER
algorithm for resolving the blocks, which is different from the
used mechanism M and not amenable to be progressive.

Figure 9 shows the performance of the three algorithms
when varying the number of machines μ from 10 to 20. The
performance gap between our algorithm and NoSplit corre-
sponds to the improvement that the tree-splitting mechanism
provides to the progressiveness of our approach. In NoSplit,
each overflowed tree with a high duplicate percentage is
assigned to a single reduce task. As explained in Section IV-C,
this limitation causes some other reduce tasks to be underuti-
lized in the sense that they will resolve blocks with lower
utility values in their early stages of execution, creating the
performance gap between our approach and NoSplit. As the
number of machines increases, the number of reduce tasks that
will be underutilized by NoSplit will also increase, causing
that gap to increase as well.

The performance of LPT shows that trying to balance the
load among the reduce tasks does not produce the highest
possible progressive results. This is due to the lacking of a
tree-splitting mechanism and to the fact that there exists a few
large trees that have a small percentage of duplicate pairs. Each
of those trees is assigned to a different reduce task, and shares
that task with zero or only few other trees, causing that task to
be almost ineffective in contributing to the recall of the result.

3) Number of Entities per Machine: In this experiment,
we evaluate the performance of our approach and the Basic
approach when varying the number of entities per machine θ.
(Recall that we used two MR tasks in each machine during
any of the map and reduce phases).
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Fig. 11: Recall speedup of our approach.

The results of this experiment are shown in Figure 10.
Our approach outperforms Basic in the three sub-figures and
the performance gap between them increases as we increase
the value of θ. In the left sub-figure, Basic performs better
during the initial period of time because of the overhead
that our approach incurs in executing the preprocessing MR
job and generating the progressive schedule. As the value
of θ increases, the total execution time increases and hence
that overhead becomes less noticeable. Our approach becomes
more effective as the dataset size compared to the cluster size
increases.

4) Progressive Speedup: In this experiment, we measure
the recall speedup of our approach. Figure 11 shows the recall
speedup (relative to 5 machines) of several recall values. The
speedup of a given recall value when the number of machines
μ = x is the time at which our approach, when run on 5
machines, reaches that recall value divided by the time at
which our approach, when run on x machines, reaches the
same recall value.
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The results of this experiment show that our approach in
general scales well in terms of its ability to identify duplicate
pairs progressively, and that the higher the recall value is, the
better its speedup is. This is mainly because the lower a recall
value is, the more it suffers from the cost of employing the
preprocessing MR job and generating the progressive schedule;
such cost remains almost constant even when the number of
machines increases. Nonetheless, the good speedup curves for
the high recall values demonstrates the ability of our approach
to generate a progressive schedule that can effectively utilize
the available machines.

VII. RELATED WORK

Entity resolution is a well-known data quality problem that
has received significant attention in the literature over the past
few decades, e.g., [1]–[3].

Progressive ER. The work on progressive ER is at an early
stage [4]–[6], [27]. We have discussed [5], [6] in Section I. As
shown in our experiments, the techniques proposed in both [5],
[6] can in general be used by our approach to progressively
resolve the blocks. In addition, the authors in [27] propose a
progressive approach that resolves entity pairs through queries
to an oracle. In particular, they develop a benefit function for
estimating the gain in recall when resolving a pair of entities
and present two strategies for determining the order in which
entity pairs should be resolved. Finally, our prior work [4]
proposes an adaptive progressive approach to relational ER.
That approach works only for relational datasets and hence
cannot be adopted inside our MR-based approach.

Parallel ER. Several approaches have considered how paral-
lelism can be exploited to improve the efficiency of the ER
process. In [2], the authors propose a joint-ER framework
that jointly resolves multiple interrelated datasets in parallel
using a number of processors. Reference [10] studies how to
parallelize the ER process using three distributed computing
paradigms: distributed key-value stores, MapReduce, and bulk
synchronous parallelism. Moreover, two MR-based implemen-
tations of the SN algorithm [3] have been presented in [8]. In
contrast to our approach, these algorithms [8], [10] implement
a fixed ER algorithm and need to run to completion before
they can produce results.

Redundancy-Free Resolution. Several approaches have in-
vestigated the problem of eliminating redundant comparisons
of shared pairs of entities, either in non-distributed [12], [13]
or distributed environments [14]. Reference [12] proposes an
iterative approach that immediately propagates the result of re-
solving each block to the other blocks, thereby preventing pairs
from being resolved redundantly. Furthermore, [13] proposes
an approach that resolves each pair of entities only in the block
that has the smallest index among all the blocks containing that
pair. Finally, [14] presents an MR-based similarity computation
approach that incorporates a similar mechanism to that of the
solution in [13].

VIII. CONCLUSION

In this paper, we have proposed a parallel approach to
progressive ER using MapReduce. Our approach is capable
of dealing with overlapping blocks and severe skewness in
block sizes, and it effectively partitions the set of blocks among

the reduce tasks in a way that maximizes the overall rate of
duplicate detection. We showed empirically that our approach
can quickly identify and resolve a large number of duplicate
pairs in the dataset, and can thus achieve high-quality results
using limited amounts of resolution cost.
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